
so_proto

so_type

descriptor descriptor

file{}file{}

socket{}

DTYPE_SOCKET f_type f_type

f_data f_data

socket{}

SOCK_STREAM so_type

so_pcb

so_snd

so_proto

so_pcb

so_rcv

so_snd

inetsw[2]

so_rcv

mbuf{} mbuf{}

mbuf{}

in-order
TCP

segment

in-order
TCP

segment

segment
awaiting

ACK

inp_next

inp_prev

inp_next

inp_prev

inp_next

inp_prev

tcb:

inpcb{} inpcb{} inpcb{}

inp_faddr

inp_fport

inp_faddr

inp_fport

inp_laddr

inp_lport

inp_laddr

inp_lport

inp_socket

inp_ppcb

inp_socket

inp_ppcb

route{} route{}

inp_lport

seg_next

seg_prev

seg_next

seg_prev

tcpcb{} tcpcb{} mbuf{} mbuf{}
out-of-order

TCP
segment

out-of-order
TCP

segment

t_inpcb t_inpcb

socket layer

transport layer

TCP Internet Protocol control blocks
and their relationships to other structures

doubly linked circular list of all TCP
Internet Protocol control blocks

and associated TCP control blocks







THE UNIVERSITY OF TEXAS AT DALLAS Erik Jonsson School of Engineering
and Computer Science 

c© C. D. Cantrell (11/1998)

TCP STATES (1)

• Maintaining a TCP connection between two peers requires each peer to
remember the values of many state variables

• The values of all of the sequence-number variables, and other state variables
for the connection, are stored in a data structure called a Transmission
Control Block or TCB

� Every open TCP connection has both a TCB and an Internet
Protocol Control Block (InPCB)

� The UNIX kernel maintains a doubly linked circular list of the inpcb{}
and tcpcb{} structures

� Each inpcb{} occupies 84 bytes, and each tcpcb{} occupies 140 bytes,
in 4.4BSD-Lite-derived versions of UNIX

• The macroscopic (user-visible) TCP states are listed on slides 4–6
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TCP STATES (2)

• A TCP connection progresses from one state to another in response to the
following events:

� User calls:

◦ OPEN, SEND, RECEIVE, CLOSE, ABORT, and STATUS

� Flags in incoming segments

◦ SYN, ACK, RST and FIN

� Timeouts

• Not shown on the state diagram:

� Microscopic state variables (sequence variables, etc.)
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TCP STATES (3)

• LISTEN — Waiting for a connection request from any remote TCP and port

• SYN-SENT — Waiting for a matching connection request after having sent
a connection request

• SYN-RECEIVED — Waiting for a confirming connection request
acknowledgment after having both received and sent a connection
request

• ESTABLISHED — An open connection

� Data received can be delivered to the user

� The normal state for the data transfer phase of a connection
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TCP STATES (4)

• FIN-WAIT-1 — Waiting for a connection termination request from the re-
mote TCP, or an acknowledgment of the connection termination request
previously sent

• FIN-WAIT-2 — Waiting for the remote TCP to close in response to the
local TCP’s closing

� Can remain in this state “forever” under RFC 793

� Most implementations move to CLOSED after a timer expires

• CLOSE-WAIT — Waiting for a connection termination request from the
local user or application in response to the remote TCP’s close

� Can remain in this state “forever” under RFC 793

� Most implementations move to CLOSED after a timer expires

• CLOSING — Waiting for a connection termination request
acknowledgment from the remote TCP
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TCP STATES (5)

• LAST-ACK — Waiting for an acknowledgment of the connection
termination request previously sent to the remote TCP

� Included an acknowledgment of the remote TCP’s connection
termination request

• TIME-WAIT — Waiting for enough time to pass to be sure the
remote TCP received the acknowledgment of its connection
termination request

• CLOSED — No connection state at all (therefore not really a state)
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ESTABLISHING A TCP CONNECTION (1)

• First two steps of three-way handshake:

� TCP B (server) does a passive open (CLOSED → LISTEN)

◦ B listens on a well-known port for a connection request from a wild-
carded address (normally)

� TCP A (client) does an active open (CLOSED → SYN SENT)

◦ A sends B a TCP packet with the SYN flag set and with an initial
sequence number

� TCP B: LISTEN → SYN RECEIVED

◦ B receives A’s request, creates connection state, sends a packet with
the SYN and ACK flags set and with:

� The sequence number of its SYN/ACK

� Acknowledgment number
= 1 + the sequence number of A’s SYN
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ESTABLISHING A TCP CONNECTION (2)

• Last step of three-way handshake:

� TCP A: SYN SENT → ESTABLISHED

◦ A receives B’s SYN/ACK

◦ A sends a packet with the SYN flag set and with:

� Sequence number
= 1 + the sequence number of A’s initial SYN

� Acknowledgment number
= 1 + the sequence number of B’s SYN/ACK

� TCP B: SYN RECEIVED → ESTABLISHED

• A sends B the first data packet with the ACK flag set and with:

� Sequence number
= 1 + the sequence number of A’s initial SYN

� Acknowledgment number
= 1 + the sequence number of B’s SYN/ACK
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ESTABLISHING A TCP CONNECTION (3)

• Reasons for using a three-way handshake:

� It takes 3 packets to exchange and acknowledge sequence numbers for
both sender and receiver

� Old duplicate SYNs cannot be detected without independent
sequence numbers

• If an incoming segment’s sequence number does not fall within the range of
acceptability (based on current parameters), the receiver sends a segment
with the RST (reset) flag turned on and with an acceptable sequence number



thor% telnet wotan discard�
�
ETHER:  ----- Ether Header -----�
ETHER:  �
ETHER:  Packet 1 arrived at 21:57:9.09�
ETHER:  Packet size = 58 bytes�
ETHER:  Destination = 8:0:20:12:62:e8, Sun�
ETHER:  Source      = 8:0:20:9c:22:5f, Sun�
ETHER:  Ethertype = 0800 (IP)�
ETHER:  �
IP:   ----- IP Header -----�
IP:   �
IP:   Version = 4�
IP:   Header length = 20 bytes�
IP:   Type of service = 0x00�
IP:         xxx. .... = 0 (precedence)�
IP:         ...0 .... = normal delay�
IP:         .... 0... = normal throughput�
IP:         .... .0.. = normal reliability�
IP:   Total length = 44 bytes�
IP:   Identification = 47414�
IP:   Flags = 0x4�
IP:         .1.. .... = do not fragment�
IP:         ..0. .... = last fragment�
IP:   Fragment offset = 0 bytes�
IP:   Time to live = 255 seconds/hops�
IP:   Protocol = 6 (TCP)�
IP:   Header checksum = bbb5�
IP:   Source address = 129.110.2.2, thor.utdallas.edu�
IP:   Destination address = 129.110.2.1, wotan.utdallas.edu�
IP:   No options�
IP:   �
TCP:  ----- TCP Header -----�
TCP:  �
TCP:  Source port = 62678�
TCP:  Destination port = 9 (DISCARD)�
TCP:  Sequence number = 3709596133�
TCP:  Acknowledgement number = 0�
TCP:  Data offset = 24 bytes�
TCP:  Flags = 0x02�
TCP:        ..0. .... = No urgent pointer�
TCP:        ...0 .... = No acknowledgement�
TCP:        .... 0... = No push�
TCP:        .... .0.. = No reset�
TCP:        .... ..1. = Syn�
TCP:        .... ...0 = No Fin�
TCP:  Window = 8760�
TCP:  Checksum = 0xab2d�
TCP:  Urgent pointer = 0�
TCP:  Options: (4 bytes)�
TCP:    - Maximum segment size = 1460 bytes�
TCP:  �
DISCARD:  ----- DISCARD:   -----�
�

TCP CONNECTION ESTABLISHMENT, PACKET 1



ETHER:  ----- Ether Header -----�
ETHER:  �
ETHER:  Packet 2 arrived at 21:57:9.10�
ETHER:  Packet size = 60 bytes�
ETHER:  Destination = 8:0:20:9c:22:5f, Sun�
ETHER:  Source      = 8:0:20:12:62:e8, Sun�
ETHER:  Ethertype = 0800 (IP)�
ETHER:  �
IP:   ----- IP Header -----�
IP:   �
IP:   Version = 4�
IP:   Header length = 20 bytes�
IP:   Type of service = 0x00�
IP:         xxx. .... = 0 (precedence)�
IP:         ...0 .... = normal delay�
IP:         .... 0... = normal throughput�
IP:         .... .0.. = normal reliability�
IP:   Total length = 44 bytes�
IP:   Identification = 51307�
IP:   Flags = 0x4�
IP:         .1.. .... = do not fragment�
IP:         ..0. .... = last fragment�
IP:   Fragment offset = 0 bytes�
IP:   Time to live = 255 seconds/hops�
IP:   Protocol = 6 (TCP)�
IP:   Header checksum = ac80�
IP:   Source address = 129.110.2.1, wotan.utdallas.edu�
IP:   Destination address = 129.110.2.2, thor.utdallas.edu�
IP:   No options�
IP:   �
TCP:  ----- TCP Header -----�
TCP:  �
TCP:  Source port = 9�
TCP:  Destination port = 62678 �
TCP:  Sequence number = 1393302321�
TCP:  Acknowledgement number = 3709596134�
TCP:  Data offset = 24 bytes�
TCP:  Flags = 0x12�
TCP:        ..0. .... = No urgent pointer�
TCP:        ...1 .... = Acknowledgement�
TCP:        .... 0... = No push�
TCP:        .... .0.. = No reset�
TCP:        .... ..1. = Syn�
TCP:        .... ...0 = No Fin�
TCP:  Window = 8760�
TCP:  Checksum = 0x3cdf�
TCP:  Urgent pointer = 0�
TCP:  Options: (4 bytes)�
TCP:    - Maximum segment size = 1460 bytes�
TCP:  �
DISCARD:  ----- DISCARD:   -----�
�

TCP CONNECTION ESTABLISHMENT, PACKET 2



ETHER:  ----- Ether Header -----�
ETHER:  �
ETHER:  Packet 3 arrived at 21:57:9.10�
ETHER:  Packet size = 54 bytes�
ETHER:  Destination = 8:0:20:12:62:e8, Sun�
ETHER:  Source      = 8:0:20:9c:22:5f, Sun�
ETHER:  Ethertype = 0800 (IP)�
ETHER:  �
IP:   ----- IP Header -----�
IP:   �
IP:   Version = 4�
IP:   Header length = 20 bytes�
IP:   Type of service = 0x00�
IP:         xxx. .... = 0 (precedence)�
IP:         ...0 .... = normal delay�
IP:         .... 0... = normal throughput�
IP:         .... .0.. = normal reliability�
IP:   Total length = 40 bytes�
IP:   Identification = 47415�
IP:   Flags = 0x4�
IP:         .1.. .... = do not fragment�
IP:         ..0. .... = last fragment�
IP:   Fragment offset = 0 bytes�
IP:   Time to live = 255 seconds/hops�
IP:   Protocol = 6 (TCP)�
IP:   Header checksum = bbb8�
IP:   Source address = 129.110.2.2, thor.utdallas.edu�
IP:   Destination address = 129.110.2.1, wotan.utdallas.edu�
IP:   No options�
IP:   �
TCP:  ----- TCP Header -----�
TCP:  �
TCP:  Source port = 62678�
TCP:  Destination port = 9 (DISCARD)�
TCP:  Sequence number = 3709596134�
TCP:  Acknowledgement number = 1393302322�
TCP:  Data offset = 20 bytes�
TCP:  Flags = 0x10�
TCP:        ..0. .... = No urgent pointer�
TCP:        ...1 .... = Acknowledgement�
TCP:        .... 0... = No push�
TCP:        .... .0.. = No reset�
TCP:        .... ..0. = No Syn�
TCP:        .... ...0 = No Fin�
TCP:  Window = 8760�
TCP:  Checksum = 0x549c�
TCP:  Urgent pointer = 0�
TCP:  No options�
TCP:  �
DISCARD:  ----- DISCARD:   -----�
�

TCP CONNECTION ESTABLISHMENT, PACKET 3
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TCP HALF OPEN CONNECTIONS

• A TCP connection is called half open if one host has closed or aborted the
connection without signaling the other host

� Occurs when one host crashes, or when a PC is turned off with a TCP
connection still open, or in the course of a denial-of-service attack

� The “live” host may keep the connection open indefinitely

� Half open connections decrease the maximum available number of simul-
taneous connections

• Half open connections can be detected using a keepalive timer

� Not required in the TCP specification, but permitted in RFC 1122

� Many TCP implementations have a keepalive timer

� Not intended for link-state monitoring

◦ Heartbeat function should be implemented with a separate TCP con-
nection or out-of-band data
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NORMAL TCP CONNECTION TERMINATION (1)

• Assume that A and B are both in the ESTABLISHED state

� A begins an active close after it has finished sending data to B

◦ A sends a segment with the FIN flag turned on and makes the state
transition ESTABLISHED → FIN-WAIT-1

◦ A can still receive data in the FIN-WAIT-1 state

◦ This is called the TCP half close (one direction is shut down)

� In response, B begins a passive close

◦ TCP B finishes sending data to A

◦ Then B ACKs A’s FIN and makes the state transition
ESTABLISHED → CLOSE-WAIT

� Upon receiving B’s FIN, A continues its active close

◦ A makes the state transition FIN-WAIT-1 → FIN-WAIT-2 and sends
nothing to B
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NORMAL TCP CONNECTION TERMINATION (2)

• A’s state is FIN-WAIT-2; B’s state is CLOSE-WAIT

� B sends a segment with the FIN flag set and ACKs A’s FIN (again), then
makes the state transition CLOSE-WAIT → LAST-ACK

� A ACKs B’s FIN and makes the state transition
FIN-WAIT-2 → TIME-WAIT

◦ A makes the state transition TIME-WAIT → CLOSED after waiting
2*MSL

◦ The 2*MSL wait time is required because A’s last ACK may be lost,
and time must be allowed for B to retransmit its FIN

◦ MSL (Maximum Segment Lifetime) is a tunable parameter

� Common values are 30 s, 1 min, and 2 min

� B ends by making the state transition LAST-ACK → CLOSED after
receiving A’s ACK
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thor% ^]telnet> quit�
�
ETHER:  ----- Ether Header -----�
ETHER:  �
ETHER:  Packet 4 arrived at 21:57:14.84�
ETHER:  Packet size = 54 bytes�
ETHER:  Destination = 8:0:20:12:62:e8, Sun�
ETHER:  Source      = 8:0:20:9c:22:5f, Sun�
ETHER:  Ethertype = 0800 (IP)�
ETHER:  �
IP:   ----- IP Header -----�
IP:   �
IP:   Version = 4�
IP:   Header length = 20 bytes�
IP:   Type of service = 0x00�
IP:         xxx. .... = 0 (precedence)�
IP:         ...0 .... = normal delay�
IP:         .... 0... = normal throughput�
IP:         .... .0.. = normal reliability�
IP:   Total length = 40 bytes�
IP:   Identification = 47416�
IP:   Flags = 0x4�
IP:         .1.. .... = do not fragment�
IP:         ..0. .... = last fragment�
IP:   Fragment offset = 0 bytes�
IP:   Time to live = 255 seconds/hops�
IP:   Protocol = 6 (TCP)�
IP:   Header checksum = bbb7�
IP:   Source address = 129.110.2.2, thor.utdallas.edu�
IP:   Destination address = 129.110.2.1, wotan.utdallas.edu�
IP:   No options�
IP:   �
TCP:  ----- TCP Header -----�
TCP:  �
TCP:  Source port = 62678�
TCP:  Destination port = 9 (DISCARD)�
TCP:  Sequence number = 3709596134�
TCP:  Acknowledgement number = 1393302322�
TCP:  Data offset = 20 bytes�
TCP:  Flags = 0x11�
TCP:        ..0. .... = No urgent pointer�
TCP:        ...1 .... = Acknowledgement�
TCP:        .... 0... = No push�
TCP:        .... .0.. = No reset�
TCP:        .... ..0. = No Syn�
TCP:        .... ...1 = Fin�
TCP:  Window = 8760�
TCP:  Checksum = 0x549b�
TCP:  Urgent pointer = 0�
TCP:  No options�
TCP:  �
DISCARD:  ----- DISCARD:   -----�
�

TCP CONNECTION TERMINATION, PACKET 1



ETHER:  ----- Ether Header -----�
ETHER:  �
ETHER:  Packet 5 arrived at 21:57:14.84�
ETHER:  Packet size = 60 bytes�
ETHER:  Destination = 8:0:20:9c:22:5f, Sun�
ETHER:  Source      = 8:0:20:12:62:e8, Sun�
ETHER:  Ethertype = 0800 (IP)�
ETHER:  �
IP:   ----- IP Header -----�
IP:   �
IP:   Version = 4�
IP:   Header length = 20 bytes�
IP:   Type of service = 0x00�
IP:         xxx. .... = 0 (precedence)�
IP:         ...0 .... = normal delay�
IP:         .... 0... = normal throughput�
IP:         .... .0.. = normal reliability�
IP:   Total length = 40 bytes�
IP:   Identification = 51308�
IP:   Flags = 0x4�
IP:         .1.. .... = do not fragment�
IP:         ..0. .... = last fragment�
IP:   Fragment offset = 0 bytes�
IP:   Time to live = 255 seconds/hops�
IP:   Protocol = 6 (TCP)�
IP:   Header checksum = ac83�
IP:   Source address = 129.110.2.1, wotan.utdallas.edu�
IP:   Destination address = 129.110.2.2, thor.utdallas.edu�
IP:   No options�
IP:   �
TCP:  ----- TCP Header -----�
TCP:  �
TCP:  Source port = 9�
TCP:  Destination port = 62678 �
TCP:  Sequence number = 1393302322�
TCP:  Acknowledgement number = 3709596135�
TCP:  Data offset = 20 bytes�
TCP:  Flags = 0x10�
TCP:        ..0. .... = No urgent pointer�
TCP:        ...1 .... = Acknowledgement�
TCP:        .... 0... = No push�
TCP:        .... .0.. = No reset�
TCP:        .... ..0. = No Syn�
TCP:        .... ...0 = No Fin�
TCP:  Window = 8760�
TCP:  Checksum = 0x549b�
TCP:  Urgent pointer = 0�
TCP:  No options�
TCP:  �
DISCARD:  ----- DISCARD:   -----�
�

TCP CONNECTION TERMINATION, PACKET 2



ETHER:  ----- Ether Header -----�
ETHER:  �
ETHER:  Packet 6 arrived at 21:57:14.85�
ETHER:  Packet size = 60 bytes�
ETHER:  Destination = 8:0:20:9c:22:5f, Sun�
ETHER:  Source      = 8:0:20:12:62:e8, Sun�
ETHER:  Ethertype = 0800 (IP)�
ETHER:  �
IP:   ----- IP Header -----�
IP:   �
IP:   Version = 4�
IP:   Header length = 20 bytes�
IP:   Type of service = 0x00�
IP:         xxx. .... = 0 (precedence)�
IP:         ...0 .... = normal delay�
IP:         .... 0... = normal throughput�
IP:         .... .0.. = normal reliability�
IP:   Total length = 40 bytes�
IP:   Identification = 51309�
IP:   Flags = 0x4�
IP:         .1.. .... = do not fragment�
IP:         ..0. .... = last fragment�
IP:   Fragment offset = 0 bytes�
IP:   Time to live = 255 seconds/hops�
IP:   Protocol = 6 (TCP)�
IP:   Header checksum = ac82�
IP:   Source address = 129.110.2.1, wotan.utdallas.edu�
IP:   Destination address = 129.110.2.2, thor.utdallas.edu�
IP:   No options�
IP:   �
TCP:  ----- TCP Header -----�
TCP:  �
TCP:  Source port = 9�
TCP:  Destination port = 62678 �
TCP:  Sequence number = 1393302322�
TCP:  Acknowledgement number = 3709596135�
TCP:  Data offset = 20 bytes�
TCP:  Flags = 0x11�
TCP:        ..0. .... = No urgent pointer�
TCP:        ...1 .... = Acknowledgement�
TCP:        .... 0... = No push�
TCP:        .... .0.. = No reset�
TCP:        .... ..0. = No Syn�
TCP:        .... ...1 = Fin�
TCP:  Window = 8760�
TCP:  Checksum = 0x549a�
TCP:  Urgent pointer = 0�
TCP:  No options�
TCP:  �
DISCARD:  ----- DISCARD:   -----�
�

TCP CONNECTION TERMINATION, PACKET 3



ETHER:  ----- Ether Header -----�
ETHER:  �
ETHER:  Packet 7 arrived at 21:57:14.85�
ETHER:  Packet size = 54 bytes�
ETHER:  Destination = 8:0:20:12:62:e8, Sun�
ETHER:  Source      = 8:0:20:9c:22:5f, Sun�
ETHER:  Ethertype = 0800 (IP)�
ETHER:  �
IP:   ----- IP Header -----�
IP:   �
IP:   Version = 4�
IP:   Header length = 20 bytes�
IP:   Type of service = 0x00�
IP:         xxx. .... = 0 (precedence)�
IP:         ...0 .... = normal delay�
IP:         .... 0... = normal throughput�
IP:         .... .0.. = normal reliability�
IP:   Total length = 40 bytes�
IP:   Identification = 47417�
IP:   Flags = 0x4�
IP:         .1.. .... = do not fragment�
IP:         ..0. .... = last fragment�
IP:   Fragment offset = 0 bytes�
IP:   Time to live = 255 seconds/hops�
IP:   Protocol = 6 (TCP)�
IP:   Header checksum = bbb6�
IP:   Source address = 129.110.2.2, thor.utdallas.edu�
IP:   Destination address = 129.110.2.1, wotan.utdallas.edu�
IP:   No options�
IP:   �
TCP:  ----- TCP Header -----�
TCP:  �
TCP:  Source port = 62678�
TCP:  Destination port = 9 (DISCARD)�
TCP:  Sequence number = 3709596135�
TCP:  Acknowledgement number = 1393302323�
TCP:  Data offset = 20 bytes�
TCP:  Flags = 0x10�
TCP:        ..0. .... = No urgent pointer�
TCP:        ...1 .... = Acknowledgement�
TCP:        .... 0... = No push�
TCP:        .... .0.. = No reset�
TCP:        .... ..0. = No Syn�
TCP:        .... ...0 = No Fin�
TCP:  Window = 8760�
TCP:  Checksum = 0x549a�
TCP:  Urgent pointer = 0�
TCP:  No options�
TCP:  �
DISCARD:  ----- DISCARD:   -----�
�

TCP CONNECTION TERMINATION, PACKET 4



TCP STATISTICS IN SOLARIS 2.6

thor% netstat -s�
�
�
UDP�
        udpInDatagrams      = 11518     udpInErrors         =     0�
        udpOutDatagrams     = 11656�
�
TCP     tcpRtoAlgorithm     =     4     tcpRtoMin           =   200�
        tcpRtoMax           =240000     tcpMaxConn          =    -1�
        tcpActiveOpens      =  3847     tcpPassiveOpens     =  3754�
        tcpAttemptFails     =     0     tcpEstabResets      =     1�
        tcpCurrEstab        =    26     tcpOutSegs          =4060371�
        tcpOutDataSegs      =4026922    tcpOutDataBytes     =676257133�
        tcpRetransSegs      =   528     tcpRetransBytes     =385738�
        tcpOutAck           = 33349     tcpOutAckDelayed    = 10761�
        tcpOutUrg           =     1     tcpOutWinUpdate     =     0�
        tcpOutWinProbe      =    57     tcpOutControl       = 15185�
        tcpOutRsts          =     1     tcpOutFastRetrans   =   213�
        tcpInSegs           =1864905�
        tcpInAckSegs        =1810706    tcpInAckBytes       =676319953�
        tcpInDupAck         =  8062     tcpInAckUnsent      =     0�
        tcpInInorderSegs    = 57211     tcpInInorderBytes   =21215603�
        tcpInUnorderSegs    =     6     tcpInUnorderBytes   =  7300�
        tcpInDupSegs        =     1     tcpInDupBytes       =     1�
        tcpInPartDupSegs    =     0     tcpInPartDupBytes   =     0�
        tcpInPastWinSegs    =     0     tcpInPastWinBytes   =     0�
        tcpInWinProbe       =     0     tcpInWinUpdate      =    57�
        tcpInClosed         =     0     tcpRttNoUpdate      =   307�
        tcpRttUpdate        =1802850    tcpTimRetrans       = 34999�
        tcpTimRetransDrop   =     0     tcpTimKeepalive     =    79�
        tcpTimKeepaliveProbe=    37     tcpTimKeepaliveDrop =     0�
        tcpListenDrop       =     0     tcpListenDropQ0     =     0�
        tcpHalfOpenDrop     =     0
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THE TCP HALF CLOSE

• Why did the designers of TCP invent the TCP half close?

� Both the server and the client have to signal the end of data
transmission, and each one has to acknowledge the other’s signals

� The UNIX rsh command wouldn’t work without a half close

◦ Example:
thor% rsh wotan sort < datafile

◦ The sort process on the server (wotan) has to terminate, and the
server TCP has to send an end-of-data signal (FIN) to the TCP on the
client (thor), before the rsh process can terminate and the client TCP
can shut down its end of the connection
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THE 2MSL (TIME WAIT) STATE

• What good does the 2MSL wait state do?

� It allows enough time for:

◦ The active closer’s final ACK to get lost

◦ The passive closer to time out and retransmit its final FIN

◦ The active closer to retransmit its final ACK

� In other words, the 2MSL wait time prevents fragments of old
connections from coming back to haunt you

• What harm does the 2MSL wait state do?

� The socket pair that identifies the connection cannot be reused until the
2MSL timer runs out
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TCP RESET SEGMENTS

• TCP sends a reset segment whenever a segment arrives that appears to be
incorrect for the connection specified by
〈DestinationIPAddress.PortNumber, SourceIPAddress.PortNumber〉

• Common causes of a reset:

� Arriving segment’s sequence number is outside the window of
acceptable sequence numbers

� Connection request to nonexistent port

◦ See example: telnet to port 3 (unused by TCP)

� Abortive release of a connection

◦ Required capability for all TCP/IP applications

◦ Queued data is discarded, not sent

◦ Can be generated by using the socket option SO LINGER with a linger
time of 0



# snoop -o snoop-telnet-tyr -v -x 0 thor tyr |thor% telnet tyr 3�
Using device /dev/hme (promiscuous mode)     |Trying 129.110.2.8...�
2 ^C                                         |telnet: Unable to connect to remote host:�
# snoop -v -i snoop-telnet-tyr               |Connection refused�
ETHER:  ----- Ether Header -----             |�
ETHER:  �
ETHER:  Packet 1 arrived at 2:24:22.28�
ETHER:  Packet size = 58 bytes�
ETHER:  Destination = 8:0:20:1d:36:d4, Sun�
ETHER:  Source      = 8:0:20:9c:22:5f, Sun�
ETHER:  Ethertype = 0800 (IP)�
ETHER:  �
IP:   ----- IP Header -----�
IP:   �
IP:   Version = 4�
IP:   Header length = 20 bytes�
IP:   Type of service = 0x00�
IP:         xxx. .... = 0 (precedence)�
IP:         ...0 .... = normal delay�
IP:         .... 0... = normal throughput�
IP:         .... .0.. = normal reliability�
IP:   Total length = 44 bytes�
IP:   Identification = 48561�
IP:   Flags = 0x4�
IP:         .1.. .... = do not fragment�
IP:         ..0. .... = last fragment�
IP:   Fragment offset = 0 bytes�
IP:   Time to live = 255 seconds/hops�
IP:   Protocol = 6 (TCP)�
IP:   Header checksum = b733�
IP:   Source address = 129.110.2.2, thor.utdallas.edu�
IP:   Destination address = 129.110.2.8, tyr.utdallas.edu�
IP:   No options�
IP:   �
TCP:  ----- TCP Header -----�
TCP:  �
TCP:  Source port = 61012�
TCP:  Destination port = 3 �
TCP:  Sequence number = 568152619�
TCP:  Acknowledgement number = 0�
TCP:  Data offset = 24 bytes�
TCP:  Flags = 0x02�
TCP:        ..0. .... = No urgent pointer�
TCP:        ...0 .... = No acknowledgement�
TCP:        .... 0... = No push�
TCP:        .... .0.. = No reset�
TCP:        .... ..1. = Syn�
TCP:        .... ...0 = No Fin�
TCP:  Window = 8760�
TCP:  Checksum = 0x0ca8�
TCP:  Urgent pointer = 0�
TCP:  Options: (4 bytes)�
TCP:    - Maximum segment size = 1460 bytes�
TCP:  �
�

TCP CONNECTION REQUEST TO NONEXISTENT PORT, PACKET 1



ETHER:  ----- Ether Header -----�
ETHER:  �
ETHER:  Packet 2 arrived at 2:24:22.28�
ETHER:  Packet size = 60 bytes�
ETHER:  Destination = 8:0:20:9c:22:5f, Sun�
ETHER:  Source      = 8:0:20:1d:36:d4, Sun�
ETHER:  Ethertype = 0800 (IP)�
ETHER:  �
IP:   ----- IP Header -----�
IP:   �
IP:   Version = 4�
IP:   Header length = 20 bytes�
IP:   Type of service = 0x00�
IP:         xxx. .... = 0 (precedence)�
IP:         ...0 .... = normal delay�
IP:         .... 0... = normal throughput�
IP:         .... .0.. = normal reliability�
IP:   Total length = 40 bytes�
IP:   Identification = 56129�
IP:   Flags = 0x4�
IP:         .1.. .... = do not fragment�
IP:         ..0. .... = last fragment�
IP:   Fragment offset = 0 bytes�
IP:   Time to live = 255 seconds/hops�
IP:   Protocol = 6 (TCP)�
IP:   Header checksum = 99a7�
IP:   Source address = 129.110.2.8, tyr.utdallas.edu�
IP:   Destination address = 129.110.2.2, thor.utdallas.edu�
IP:   No options�
IP:   �
TCP:  ----- TCP Header -----�
TCP:  �
TCP:  Source port = 3�
TCP:  Destination port = 61012 �
TCP:  Sequence number = 0�
TCP:  Acknowledgement number = 568152620�
TCP:  Data offset = 20 bytes�
TCP:  Flags = 0x14�
TCP:        ..0. .... = No urgent pointer�
TCP:        ...1 .... = Acknowledgement�
TCP:        .... 0... = No push�
TCP:        .... .1.. = Reset�
TCP:        .... ..0. = No Syn�
TCP:        .... ...0 = No Fin�
TCP:  Window = 0�
TCP:  Checksum = 0x4689�
TCP:  Urgent pointer = 0�
TCP:  No options�
TCP:  �
�

TCP CONNECTION REQUEST TO NONEXISTENT PORT, PACKET 2
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SO LINGER

• The SO LINGER option alters the functioning of close() for a TCP con-
nection

� Default action (SO LINGER not enabled): close() returns at once, but
TCP attempts to deliver any remaining data to the peer (other end of the
connection)

� Action if SO LINGER is enabled with a linger time of 0:

◦ TCP sends a reset segment

� Action if SO LINGER is enabled with a linger time > 0:

◦ Application process sleeps until all data is ACK’ed or the linger time
expires
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TCP CONNECTION ESTABLISHMENT TIMEOUT

• TCP times out a connection attempt if no SYN/ACK is received in response
to an initial SYN segment within a certain time

� In 4.4BSD, the connection-establishment timer is set by the TCP param-
eter TCPTV KEEP INIT

◦ Default value is 75 seconds

� In Solaris 2.6, the parameter that sets the connection-establishment timer
is tcp ip abort cinterval

◦ Default value is 180 s

� All retransmissions use an exponential backoff algorithm

◦ Network delays may differ by orders of magnitude

◦ Example: In an attempt to telnet to a host that was down, the following
retransmission intervals were observed: 3.49 s, 6.40 s, 12.80 s, 25.60 s,
51.20 s



# snoop -o snoop-telnet-siegrune -v -x 0 thor siegrune�
Using device /dev/hme (promiscuous mode)�
6 ^C�
�
thor% date;telnet siegrune discard;date�
Sat Nov  7 22:27:52 CST 1998�
Trying 129.110.2.9...�
telnet: Unable to connect to remote host: Connection timed out�
Sat Nov  7 22:31:14 CST 1998�
�
thor% cat snoop-telnet-siegrune.txt�
�
ETHER:  Packet 1 arrived at 22:27:52.92�
IP:   ----- IP Header -----�
IP:   �
IP:   Version = 4�
IP:   Header length = 20 bytes�
IP:   Type of service = 0x00�
IP:         xxx. .... = 0 (precedence)�
IP:         ...0 .... = normal delay�
IP:         .... 0... = normal throughput�
IP:         .... .0.. = normal reliability�
IP:   Total length = 44 bytes�
IP:   Identification = 11603�
IP:   Flags = 0x4�
IP:         .1.. .... = do not fragment�
IP:         ..0. .... = last fragment�
IP:   Fragment offset = 0 bytes�
IP:   Time to live = 255 seconds/hops�
IP:   Protocol = 6 (TCP)�
IP:   Header checksum = 4791�
IP:   Source address = 129.110.2.2, thor.utdallas.edu�
IP:   Destination address = 129.110.2.9, siegrune.utdallas.edu�
IP:   No options�
IP:   �
TCP:  ----- TCP Header -----�
TCP:  �
TCP:  Source port = 62758�
TCP:  Destination port = 9 (DISCARD)�
TCP:  Sequence number = 3944603774�
TCP:  Acknowledgement number = 0�
TCP:  Data offset = 24 bytes�
TCP:  Flags = 0x02�
TCP:        ..0. .... = No urgent pointer�
TCP:        ...0 .... = No acknowledgement�
TCP:        .... 0... = No push�
TCP:        .... .0.. = No reset�
TCP:        .... ..1. = Syn�
TCP:        .... ...0 = No Fin�
TCP:  Window = 8760�
TCP:  Checksum = 0xae3a�
TCP:  Urgent pointer = 0�
TCP:  Options: (4 bytes)�
TCP:    - Maximum segment size = 1460 bytes�
TCP:  �
DISCARD:  ----- DISCARD:   -----�
�

TCP CONNECTION REQUEST TO NONEXISTENT HOST, PACKET 1



ETHER:  Packet 2 arrived at 22:27:56.41�
IP:   ----- IP Header -----�
IP:   �
IP:   Version = 4�
IP:   Header length = 20 bytes�
IP:   Type of service = 0x00�
IP:         xxx. .... = 0 (precedence)�
IP:         ...0 .... = normal delay�
IP:         .... 0... = normal throughput�
IP:         .... .0.. = normal reliability�
IP:   Total length = 44 bytes�
IP:   Identification = 11604�
IP:   Flags = 0x4�
IP:         .1.. .... = do not fragment�
IP:         ..0. .... = last fragment�
IP:   Fragment offset = 0 bytes�
IP:   Time to live = 255 seconds/hops�
IP:   Protocol = 6 (TCP)�
IP:   Header checksum = 4790�
IP:   Source address = 129.110.2.2, thor.utdallas.edu�
IP:   Destination address = 129.110.2.9, siegrune.utdallas.edu�
IP:   No options�
IP:   �
TCP:  ----- TCP Header -----�
TCP:  �
TCP:  Source port = 62758�
TCP:  Destination port = 9 (DISCARD)�
TCP:  Sequence number = 3944603774�
TCP:  Acknowledgement number = 0�
TCP:  Data offset = 24 bytes�
TCP:  Flags = 0x02�
TCP:        ..0. .... = No urgent pointer�
TCP:        ...0 .... = No acknowledgement�
TCP:        .... 0... = No push�
TCP:        .... .0.. = No reset�
TCP:        .... ..1. = Syn�
TCP:        .... ...0 = No Fin�
TCP:  Window = 8760�
TCP:  Checksum = 0xae3a�
TCP:  Urgent pointer = 0�
TCP:  Options: (4 bytes)�
TCP:    - Maximum segment size = 1460 bytes�
TCP:  �
DISCARD:  ----- DISCARD:   -----�
�

TCP CONNECTION REQUEST TO NONEXISTENT HOST, PACKET 2



ETHER:  Packet 3 arrived at 22:28:2.81�
IP:   ----- IP Header -----�
IP:   �
IP:   Version = 4�
IP:   Header length = 20 bytes�
IP:   Type of service = 0x00�
IP:         xxx. .... = 0 (precedence)�
IP:         ...0 .... = normal delay�
IP:         .... 0... = normal throughput�
IP:         .... .0.. = normal reliability�
IP:   Total length = 44 bytes�
IP:   Identification = 11605�
IP:   Flags = 0x4�
IP:         .1.. .... = do not fragment�
IP:         ..0. .... = last fragment�
IP:   Fragment offset = 0 bytes�
IP:   Time to live = 255 seconds/hops�
IP:   Protocol = 6 (TCP)�
IP:   Header checksum = 478f�
IP:   Source address = 129.110.2.2, thor.utdallas.edu�
IP:   Destination address = 129.110.2.9, siegrune.utdallas.edu�
IP:   No options�
IP:   �
TCP:  ----- TCP Header -----�
TCP:  �
TCP:  Source port = 62758�
TCP:  Destination port = 9 (DISCARD)�
TCP:  Sequence number = 3944603774�
TCP:  Acknowledgement number = 0�
TCP:  Data offset = 24 bytes�
TCP:  Flags = 0x02�
TCP:        ..0. .... = No urgent pointer�
TCP:        ...0 .... = No acknowledgement�
TCP:        .... 0... = No push�
TCP:        .... .0.. = No reset�
TCP:        .... ..1. = Syn�
TCP:        .... ...0 = No Fin�
TCP:  Window = 8760�
TCP:  Checksum = 0xae3a�
TCP:  Urgent pointer = 0�
TCP:  Options: (4 bytes)�
TCP:    - Maximum segment size = 1460 bytes�
TCP:  �
DISCARD:  ----- DISCARD:   -----�
�

TCP CONNECTION REQUEST TO NONEXISTENT HOST, PACKET 3



ETHER:  Packet 4 arrived at 22:28:15.61�
IP:   ----- IP Header -----�
IP:   �
IP:   Version = 4�
IP:   Header length = 20 bytes�
IP:   Type of service = 0x00�
IP:         xxx. .... = 0 (precedence)�
IP:         ...0 .... = normal delay�
IP:         .... 0... = normal throughput�
IP:         .... .0.. = normal reliability�
IP:   Total length = 44 bytes�
IP:   Identification = 54239�
IP:   Flags = 0x4�
IP:         .1.. .... = do not fragment�
IP:         ..0. .... = last fragment�
IP:   Fragment offset = 0 bytes�
IP:   Time to live = 255 seconds/hops�
IP:   Protocol = 6 (TCP)�
IP:   Header checksum = a104�
IP:   Source address = 129.110.2.2, thor.utdallas.edu�
IP:   Destination address = 129.110.2.9, siegrune.utdallas.edu�
IP:   No options�
IP:   �
TCP:  ----- TCP Header -----�
TCP:  �
TCP:  Source port = 62758�
TCP:  Destination port = 9 (DISCARD)�
TCP:  Sequence number = 3944603774�
TCP:  Acknowledgement number = 0�
TCP:  Data offset = 24 bytes�
TCP:  Flags = 0x02�
TCP:        ..0. .... = No urgent pointer�
TCP:        ...0 .... = No acknowledgement�
TCP:        .... 0... = No push�
TCP:        .... .0.. = No reset�
TCP:        .... ..1. = Syn�
TCP:        .... ...0 = No Fin�
TCP:  Window = 8760�
TCP:  Checksum = 0xae3a�
TCP:  Urgent pointer = 0�
TCP:  Options: (4 bytes)�
TCP:    - Maximum segment size = 1460 bytes�
TCP:  �
DISCARD:  ----- DISCARD:   -----�
�

TCP CONNECTION REQUEST TO NONEXISTENT HOST, PACKET 4



ETHER:  Packet 5 arrived at 22:28:41.21�
IP:   ----- IP Header -----�
IP:   �
IP:   Version = 4�
IP:   Header length = 20 bytes�
IP:   Type of service = 0x00�
IP:         xxx. .... = 0 (precedence)�
IP:         ...0 .... = normal delay�
IP:         .... 0... = normal throughput�
IP:         .... .0.. = normal reliability�
IP:   Total length = 44 bytes�
IP:   Identification = 54240�
IP:   Flags = 0x4�
IP:         .1.. .... = do not fragment�
IP:         ..0. .... = last fragment�
IP:   Fragment offset = 0 bytes�
IP:   Time to live = 255 seconds/hops�
IP:   Protocol = 6 (TCP)�
IP:   Header checksum = a103�
IP:   Source address = 129.110.2.2, thor.utdallas.edu�
IP:   Destination address = 129.110.2.9, siegrune.utdallas.edu�
IP:   No options�
IP:   �
TCP:  ----- TCP Header -----�
TCP:  �
TCP:  Source port = 62758�
TCP:  Destination port = 9 (DISCARD)�
TCP:  Sequence number = 3944603774�
TCP:  Acknowledgement number = 0�
TCP:  Data offset = 24 bytes�
TCP:  Flags = 0x02�
TCP:        ..0. .... = No urgent pointer�
TCP:        ...0 .... = No acknowledgement�
TCP:        .... 0... = No push�
TCP:        .... .0.. = No reset�
TCP:        .... ..1. = Syn�
TCP:        .... ...0 = No Fin�
TCP:  Window = 8760�
TCP:  Checksum = 0xae3a�
TCP:  Urgent pointer = 0�
TCP:  Options: (4 bytes)�
TCP:    - Maximum segment size = 1460 bytes�
TCP:  �
DISCARD:  ----- DISCARD:   -----�
�

TCP CONNECTION REQUEST TO NONEXISTENT HOST, PACKET 5



ETHER:  Packet 6 arrived at 22:29:32.41�
IP:   ----- IP Header -----�
IP:   �
IP:   Version = 4�
IP:   Header length = 20 bytes�
IP:   Type of service = 0x00�
IP:         xxx. .... = 0 (precedence)�
IP:         ...0 .... = normal delay�
IP:         .... 0... = normal throughput�
IP:         .... .0.. = normal reliability�
IP:   Total length = 44 bytes�
IP:   Identification = 54241�
IP:   Flags = 0x4�
IP:         .1.. .... = do not fragment�
IP:         ..0. .... = last fragment�
IP:   Fragment offset = 0 bytes�
IP:   Time to live = 255 seconds/hops�
IP:   Protocol = 6 (TCP)�
IP:   Header checksum = a102�
IP:   Source address = 129.110.2.2, thor.utdallas.edu�
IP:   Destination address = 129.110.2.9, siegrune.utdallas.edu�
IP:   No options�
IP:   �
TCP:  ----- TCP Header -----�
TCP:  �
TCP:  Source port = 62758�
TCP:  Destination port = 9 (DISCARD)�
TCP:  Sequence number = 3944603774�
TCP:  Acknowledgement number = 0�
TCP:  Data offset = 24 bytes�
TCP:  Flags = 0x02�
TCP:        ..0. .... = No urgent pointer�
TCP:        ...0 .... = No acknowledgement�
TCP:        .... 0... = No push�
TCP:        .... .0.. = No reset�
TCP:        .... ..1. = Syn�
TCP:        .... ...0 = No Fin�
TCP:  Window = 8760�
TCP:  Checksum = 0xae3a�
TCP:  Urgent pointer = 0�
TCP:  Options: (4 bytes)�
TCP:    - Maximum segment size = 1460 bytes�
TCP:  �
DISCARD:  ----- DISCARD:   -----�
�

TCP CONNECTION REQUEST TO NONEXISTENT HOST, PACKET 6
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CONNECTION ESTABLISHMENT TIMERS IN SOLARIS 2.6

• TCP times out a connection attempt if no SYN/ACK is received in response
to an initial SYN segment within a certain time

� tcp rexmit interval min is the minimum retransmission time interval
(default 200 ms)

� tcp rexmit interval initial + tcp rexmit interval min is the
time interval that is repeatedly doubled in exponential backoff in initial
SYN retransmissions (default value of
tcp rexmit interval initial is 3000 ms)

� There also is an unnamed time interval of ≈ 500 ms (apparently not user-
configurable) that is added to the first retransmission interval, but not to
any others
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TCP SIMULTANEOUS OPEN

• The TCP specification requires that:

� When two hosts independently execute an active open, and

� the initial SYN segments cross one another in transit,

� the result is one connection, not two

• Many TCP/IP stacks do not implement simultaneous open correctly

� In some cases, the result of crossed initial SYNs is an infinite
exchange of SYN/ACK segments in each direction

� The SYN SENT → SYN RECVD transition is not always tested
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TCP SIMULTANEOUS CLOSE

• The TCP specification requires that:

� When two hosts independently execute an active close, and

� the initial FIN segments cross one another in transit,

� each TCP ACKs the other’s FIN and makes the state transition FIN WAIT 1
→ CLOSING.

� After receiving one another’s ACKs, the TCPs make the state
transition CLOSING → TIME WAIT

� The state transition TIME WAIT → CLOSED is made only after the 2
MSL timer expires
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TCP BUFFERS

• For every TCP socket, the kernel maintains send and receive buffers

� Socket send buffer (SO SNDBUF)

◦ Maximum number of octets in buffer = value of the send buffer high-
water mark, snd sb hiwat (4.4BSD), or tcp xmit hiwat (Solaris)

◦ Configurable via the setsockopt system call (4.4BSD) or the ndd

command (Solaris)

� Socket receive buffer(SO RCVBUF)

◦ Maximum number of octets in buffer = value of the receive buffer high-
water mark, rcv sb hiwat (4.4BSD), or tcp rcv hiwat

(Solaris)

◦ Configurable via the setsockopt system call (4.4BSD) or the ndd

command (Solaris)

• Hard limit on buffer size: sb max ≤ 262, 144 = 256 × 1024 octets



Maintenance Commands                                      ndd(1M)�
�
�
�
NAME�
     ndd - get and set driver configuration parameters�
�
SYNOPSIS�
     ndd [ -set ] driver parameter [ value ]�
�
DESCRIPTION�
     ndd gets and sets selected configuration parameters in  some�
     kernel  drivers.   Currently,  ndd only supports the drivers�
     that implement the TCP/IP Internet  protocol  family.   Each�
     driver  chooses  which parameters to make visible using ndd.�
     Since these parameters are usually tightly  coupled  to  the�
     implementation,  they  are  likely to change from release to�
     release.  Some parameters may be read-only.�
�
     If the -set option is omitted, ndd queries the named driver,�
     retrieves the value associated with the specified parameter,�
     and prints it.  If the -set  option  is  given,  ndd  passes�
     value,  which  must  be  specified, down to the named driver�
     which assigns it to the named parameter.�
�
     By convention, drivers that support ndd also support a  spe-�
     cial  read-only  parameter  named ``?'' which can be used to�
     list the parameters supported by the driver.�
�
EXAMPLES�
     To see which parameters are supported by the TCP driver, use�
     the following command:�
�
          example% ndd /dev/tcp \?�
�
     NOTE: The parameter name ``?'' may need to be escaped with a�
     backslash  to  prevent its being interpreted as a shell meta�
     character.�
�
     The following  command  sets  the  value  of  the  parameter�
     ip_forwarding  in  the  IP  driver to zero. This disables IP�
     packet forwarding.�
�
          example% ndd -set /dev/ip ip_forwarding 0�
�
     To view the current IP forwarding table, use  the  following�
     command:�
�
          example% ndd /dev/ip ip_ire_status

SOLARIS MANUAL PAGE FOR NDD



APPLICATION APPLICATION�
BUFFER

TCP
SOCKET SEND�

BUFFER�
(SO_SNDBUF)

IP PACKET�
BUFFER

DATALINK

write user process

kernel

MSS-sized�
TCP segments

OUTPUT QUEUE

MTU-sized�
IP datagrams

APPLICATION WRITE TO A TCP SOCKET



 /*
 * Variables for socket buffering.
 */
 struct sockbuf {
  u_long sb_cc;  /* actual chars in buffer */
  u_long sb_hiwat;  /* max actual char count */
  u_long  sb_mbcnt;  /* chars of mbufs used */
  u_long  sb_mbmax;  /* max chars of mbufs to use */
  long sb_lowat;  /* low water mark */
  struct mbuf *sb_mb; /* the mbuf chain */
  struct selinfo sb_sel; /* process selecting read/write */
  short sb_flags;  /* flags, see below */
  short sb_timeo;  /* timeout for read/write */
 } so_rcv, so_snd;
#define SB_MAX  (256*1024) /* default for max chars in sockbuf */
#define SB_LOCK  0x01 /* lock on data queue */
#define SB_WANT  0x02 /* someone is waiting to lock */
#define SB_WAIT  0x04 /* someone is waiting for data/space */
#define SB_SEL  0x08  /* someone is selecting */
#define SB_ASYNC 0x10  /* ASYNC I/O, need signals */
#define SB_NOINTR 0x40  /* operations not interruptible */

 void *so_internal;  /* Space for svr4 stream data */
 void (*so_upcall) __P((struct socket *so, caddr_t arg, int waitf));
 caddr_t so_upcallarg;  /* Arg for above */
};

VARIABLES FOR SOCKET BUFFERS
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DEFAULT SOCKET BUFFER LIMITS

Proto- so snd so rcv

col sb hiwat sb lowat sb mbmax sb hiwat sb lowat sb mbmax

4.4BSD

UDP 9 × 1024 2048 2×sb hiwat 40 × (1024 + 16) 1 2×sb hiwat

TCP 8 × 1024 2048 2×sb hiwat 8 × 1024 1 2×sb hiwat

Solaris 2.6

UDP 8 × 1024 1024 256 × 1024 8 × 1024 N/A 256 × 1024

TCP 8 × 1024 2048 256 × 1024 8 × 1024 N/A 256 × 1024

• Significance of buffer sizes:

� tcp xmit hiwat = maximum size of any send window

� tcp rcv hiwat = maximum size of any receive window
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SCRIPT TO ACQUIRE
SOLARIS SOCKET BUFFER PARAMETERS

#!/bin/ksh

#

# ndd.sh

#

PATH=/usr/sbin:$PATH

if [ -z "$1" ]; then

echo "Usage: $0 [udp | tcp | ip | icmp | arp | ... ]"

exit

fi

ndd /dev/$1 ’?’ | nawk -v c="ndd /dev/$1" ’

/write/ {

split($0,a,/[ \t(]/);

n=c t " " a[1];

printf "echo %s = ",a[1];

printf "‘%s‘\n",n;

}’ | sh



tcp_close_wait_interval        240000  2 MSL timeout (misnamed)�
tcp_conn_req_max_q                128  queue size (3-way handshake complete)�
tcp_conn_req_max_q0              1024  queue size (only initial SYN received)�
tcp_conn_req_min                    1  �
tcp_conn_grace_period             500  extra time added for initial SYN�
tcp_cwnd_max                   262144  maximum allowed congestion window�
tcp_debug                           0  debug is on if set to 1�
tcp_smallest_nonpriv_port        1024  lowest port no for user processes�
tcp_ip_abort_cinterval         180000  total time to transmit initial SYNs�
tcp_ip_abort_linterval         180000  �
tcp_ip_abort_interval          480000  total time for all rexmits if ESTABLISHED�
tcp_ip_notify_cinterval         10000  time after which IP told to find new route�
tcp_ip_notify_interval          10000  above for active open; this for ESTABLISHED �
tcp_ip_ttl                        255  TTL in outgoing IP headers�
tcp_keepalive_interval        7200000  time interval for keepalive probe�
tcp_maxpsz_multiplier               2  �
tcp_mss_def                       536  default MSS (should be set to MTU - 40)�
tcp_mss_max                     65495  maximum MSS�
tcp_mss_min                         1  minimum MSS�
tcp_naglim_def                   4095  initial Nagle limit (curr val computed from MSS)�
tcp_rexmit_interval_initial      3000  Time interval for 1st rexmit�
tcp_rexmit_interval_max        240000  max. interval between rexmits�
tcp_rexmit_interval_min           200  min. interval between rexmits�
tcp_wroff_xtra                     32  no. extra bytes to reserve for Link Layer header�
tcp_deferred_ack_interval          50  Deferred ACK time limit (Nagle alg.)�
tcp_snd_lowat_fraction              0  min. fraction of buffer capacity�
tcp_sth_rcv_hiwat                   0  value of the stream head high-water mark�
tcp_sth_rcv_lowat                   0  value of the stream head low-water mark�
tcp_dupack_fast_retransmit          3  number of ACKs to trigger fast rexmit�
tcp_ignore_path_mtu                 0  ignore path MTU if = 1 (bad idea)�
tcp_rcv_push_wait               16384  max no bytes rcvd w/o PSH before data goes to app�
tcp_smallest_anon_port          32768  smallest anonymous port number�
tcp_largest_anon_port           65535  largest anonymous port number�
tcp_xmit_hiwat                   8192  xmit buffer size (max. send window size)�
tcp_xmit_lowat                   2048  min amount in transmit buffer�
tcp_recv_hiwat                   8192  rcv buffer size (max. rcv window size)�
tcp_recv_hiwat_minmss               4  max no of bytes from min MSS packets�
tcp_fin_wait_2_flush_interval  675000  time interval for flushing�
tcp_co_min                         64  �
tcp_max_buf                   1048576  maximum buffer size�
tcp_zero_win_probesize              1  data size when ACKing a zero window�
tcp_strong_iss                      1  �
tcp_rtt_updates                     0  �
tcp_wscale_always                   0  always xmit window scale option if =1�
tcp_tstamp_always                   0  always xmit tstamp option if =1�
tcp_tstamp_if_wscale                0  always tstamp if using window scale�
tcp_rexmit_interval_extra         200  �
tcp_deferred_acks_max               8  max. no. of segs. before ACK must be sent�
tcp_slow_start_after_idle           2  �
tcp_slow_start_initial              1  initial window size for slow start�
tcp_co_timer_interval              20  �
�

TCP PARAMETERS IN SOLARIS 2.6
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TCP SOCKET CONNECTION QUEUES

• TCP maintains two queues of incoming connections:

� Incomplete connections (so q0)

◦ SYN received, SYN/ACK sent, ACK not yet received

� Complete connections (so q)

◦ SYN received, SYN/ACK sent, ACK not yet received

◦ Not yet accepted by the application (via the accept() call)

◦ This is a feature of TCP: The application layer doesn’t even learn about
an incoming connection until the 3-way handshake is
complete! (Solaris: tcp eager listeners = 0 turns this off)

� In 4.4BSD, the sum of the connection requests in the two queues is
bounded by 
3

2so qlimit� + 1, where so qlimit = 5

� In Solaris 2.6, the upper bounds tcp conn req max q and
tcp conn req max q0 are specified separately
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INTERACTIVE TCP CONNECTIONS

• Certain applications (e.g., telnet, XWindows) need fast response from TCP

� telnet clients use a packet for each character sent to the server, which
uses a packet for every character echoed

� In order to avoid congestion collapse under heavy traffic, TCP uses de-
layed acknowledgements (possibly for telnet echoes)

� Nagle’s algorithm: Don’t send small segments until all outstanding data
has been ACKed (i.e., self-regulation)

◦ Can be disabled with the TCP NODELAY socket option

� The delay time is ≤200 ms in 4.4BSD

� In Solaris 2.6, the default delay is ≤50 ms (set by parameter
tcp deferred ack interval)



IP:   Source address = 129.110.2.2, thor.utdallas.edu�
IP:   Destination address = 129.110.2.22, idun.utdallas.edu�
IP:   No options�
IP:�
TCP:  ----- TCP Header -----�
TCP:�
TCP:  Source port = 51175�
TCP:  Destination port = 23 (TELNET)�
TCP:  Sequence number = 3993220325�
TCP:  Acknowledgement number = 1639159265�
TCP:  Data offset = 20 bytes�
TCP:  Flags = 0x18�
TCP:        ..0. .... = No urgent pointer�
TCP:        ...1 .... = Acknowledgement�
TCP:        .... 1... = Push�
TCP:        .... .0.. = No reset�
TCP:        .... ..0. = No Syn�
TCP:        .... ...0 = No Fin�
TCP:  Window = 64240�
TCP:  Checksum = 0xe668�
TCP:  Urgent pointer = 0�
TCP:  No options�
TCP:�
TELNET:  ----- TELNET:   -----�
TELNET:�
TELNET:  "e"�
TELNET:�
�
IP:   Source address = 129.110.2.22, idun.utdallas.edu�
IP:   Destination address = 129.110.2.2, thor.utdallas.edu�
IP:   No options�
IP:�
TCP:  ----- TCP Header -----�
TCP:�
TCP:  Source port = 23�
TCP:  Destination port = 51175�
TCP:  Sequence number = 1639159265�
TCP:  Acknowledgement number = 3993220326�
TCP:  Data offset = 20 bytes�
TCP:  Flags = 0x18�
TCP:        ..0. .... = No urgent pointer�
TCP:        ...1 .... = Acknowledgement�
TCP:        .... 1... = Push�
TCP:        .... .0.. = No reset�
TCP:        .... ..0. = No Syn�
TCP:        .... ...0 = No Fin�
TCP:  Window = 8760�
TCP:  Checksum = 0xbf20�
TCP:  Urgent pointer = 0�
TCP:  No options�
TCP:�
TELNET:  ----- TELNET:   -----�
TELNET:�
TELNET:  "e"�
TELNET:�
�

CONSECUTIVE TELNET PACKETS
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BUFFER AND WINDOW PARAMETERS (1)

• TCP copies all outgoing data into the socket buffer

� TCP creates segments from the buffer

� No segment exceeds the MSS = Maximum Segment Size

◦ The MSS should be set to MTU − 40, not to 536 (the default)

◦ Solaris 2.6 parameters: tcp mss def, tcp mss max, tcp mss min

� Data is removed from the buffer only when it has been ACKed

� If there is not enough space in the buffer, the application sleeps

• Minimum number of maximum-sized segments, tcp recv hiwat minmss:

� Minimum number of segments of size MSS that fit into a buffer

� The buffer won’t be usable unless at least this many segments fit in
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BUFFER AND WINDOW PARAMETERS (2)

• Transmit high watermark, tcp xmit hiwat: Transmit buffer size

� tcp xmit hiwat sets the buffer size system-wide

� To set the buffer size of a particular socket from within an
application, use the socket option SO SNDBUF

• Transmit low watermark, tcp xmit lowat:

� The amount of free space that must be available in the buffer before a
call to select or poll will report the socket as writable

• Receive high watermark, tcp recv hiwat: Receive buffer size

� To set the buffer size of a particular socket from within an
application, use the socket option SO RCVBUF
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BUFFER AND WINDOW PARAMETERS (3)

• Maximum congestion window size, tcp cwnd max

� The congestion window size, tcp cwnd, begins at 1 and grows dynamically
as ACKs are received (see slides on congestion avoidance)

� tcp cwnd max should be really large, e.g., 256 × 1024

• Offered window size, Swind (set by peer)

� The window size shown in incoming segment headers

� Also the maximum amount of data that can be sent before an
acknowledgement is received

◦ Amount of data sent = min(tcp cwnd, Swind)

� Set dynamically on a per-socket basis

• Advertised window size, Rwind (set within TCP)

� The window size shown in outgoing segment headers

� Set dynamically on a per-socket basis
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TCP FLOW CONTROL (1)

• Flow control means matching the sender’s data rate to the rate at which the
receiver can accept data

� Consider 2 networks:

◦ A switched LAN with one 10-Mb/s Ethernet segment and one 100-Mb/s
Ethernet segment (requires only flow control)

� Sender is on the 100-Mb/s segment

� Receiver is on the 10 Mb/s segment

� Transit times are short and nearly constant

� Frames arrive in order

◦ The Internet (requires both flow and congestion control)

� Sender is attached to a 100-Mb/s Ethernet in Irving, which is directly
attached to a backbone router

� Receiver is on a 10 Mb/s Ethernet in Adelaide, Australia

� Transit times are long and highly variable

� Packets may arrive out of order
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TCP FLOW CONTROL (2)

• Window variables for sliding window algorithm

� Window variables maintained by sender:

◦ SND.WND = send window size

◦ SND.NXT = sequence number of last segment sent + 1

◦ SND.UNA = last acknowledgment received + 1

◦ Sender maintains the inequality
SND.NXT − SND.UNA ≤ SND.WND

� Window variables maintained by receiver:

◦ RCV.WND = receive window size

◦ RCV.NXT = sequence number of next segment expected

◦ RCV.LST = last sequence number acceptable

◦ Receiver maintains the equality
RCV.LST − RCV.NXT = RCV.WND
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TCP FLOW CONTROL (3)

• Sliding window algorithm:

� For every cumulative acknowledgment of N sequence numbers, sender

◦ increments SND.UNA by N,

◦ increments SND.NXT by N, and

◦ sends another segment

� Sender maintains a timer, and resends each segment if the timer expires
before an ACK arrives

� For every N-octet segment received, receiver:

◦ decides whether the sequence number is acceptable, and if yes,

◦ decides whether it can ACK RCV.NXT + N − 1 cumulatively, and if
yes,

◦ updates RCV.NXT �→ RCV.NXT + N, and

◦ sets RCV.LST = RCV.NXT + RCV.WND
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TCP FLOW CONTROL (4)

• Properties of the sliding window algorithm:

� Self-clocking

◦ Time interval between ACKs on sender’s network
≈ time interval between segments on receiver’s network
≈ transmission time of 1 segment on slowest link

� Stability

◦ Conservation of segments: A new segment isn’t injected into the net
until an old one has left the net

� Reference: Van Jacobson, “Congestion Avoidance and Control”, in Pro-
ceedings of SIGCOMM ’88 (ACM, 1988).
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TCP FLOW CONTROL (5)

• Bandwidth-delay product vs. window size:

� The sender cannot fully utilize the network’s bandwidth unless

SND.WND ≥ B∆T

where B is the bandwidth and the bottleneck and ∆T is the transit time
from sender to receiver

� Even if the sender sends an initial burst of segments that is larger than
B∆T , the receiver’s ACKs self-clock subsequent transmissions

� What value should one use for the maximum transmit buffer size,
tcp xmit hiwat?

� Store-and-forward routers need buffers of size at least B∆T

B ∆T B∆T

10 Mb/s 0.1 ms ≈ 125 B
2.5 Gb/s 500 ms ≈ 156 MB
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TCP PERSIST TIMER

• If a receiver advertises a window size of 0 (RCV.WND = 0), the sender
cannot send data

� If the receiver later adjusts RCV.WND to a non-zero value, the sender
will never learn about it

◦ The receiver has nothing to ACK

◦ The sender has nothing to send, unless it is told to probe periodically

� In 4.4BSD, the persist timer is bounded between 5 s and 60 s, and uses
exponential backoff

� Each probe contains 1 data octet

� TCP never stops sending probes until the connection is reset



A DECODED ETHERNET FRAME

00 A0 92 48 72 45 dest. MAC address = 0:a0:92:48:72:45
00 00 0C 05 C3 58 source MAC address = 0:0:c:5:c3:58
08 00 network protocol = 0x0800 (IP)

4 IP version = 4
5 header length = 5 4-octet words
00 type of service = 0 (normal)
00 29 length = 0x29 octets = 41 (dec.)
DB FB
40 00
FE
06 transport protocol type = 6 (TCP)
7D CB
81 6E 1E 1A source IP address = 129.110.30.26
81 6E 02 11 destination IP address = 129.110.2.17

02 8B source port = 0x028b (651 dec.)
02 03 dest. port = 0x0203 (515 dec., printer)
6A 86 7B 57 source seqno = 1787198295 (dec.)
B6 B6 B0 20
50 header length = 5 words
10 indicates an ACK
24 00 window size = 0x2400 (9216 dec.)
15 89 TCP checksum
00 00 urgent pointer off

02 Data byte

54 41 4D 49 4C Padding to make a 46 byte IP datagram

D7 87 6C A4 Ethernet checksum

Ethernet�
header

IP�
header

TCP�
header

datagram identification
don't fragment
TTL = 254

header checksum

acknowledgment no = 3065425952 (dec.)
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SILLY WINDOW SYNDROME (1)

• Silly window syndrome (SWS) occurs when only small segments are
sent, instead of 0.5 to 1.0 MSS

� SWS is a stable state of the connection

� The receiver can cause SWS by advertising only small windows

� The sender can cause SWS by transmitting small segments instead of
waiting for enough data for a full segment

• Anti-SWS requirements on the receiver:

� The window advertised by the receiver must be at least either 1.0 MSS
or 0.5 of the receiver’s buffer size, whichever is smaller
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SILLY WINDOW SYNDROME (2)

• Anti-SWS requirements on the sender:

� The sender cannot transmit a segment unless one of the following condi-
tions is met:

◦ A segment of 1 MSS can be sent, or

◦ A segment at least 0.5 times as large as the largest window advertised
by the receiver can be sent, or

◦ The sender can empty the transmit buffer and either

� The sender is not expecting an ACK of other data, or

� The Nagle algorithm is disabled for this connection
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TCP FLOW CONTROL (6)

• Problems with the sliding window algorithm:

� How to keep the pipe full?

◦ Sliding-window algorithm doesn’t know about bandwidth × delay

� In any case, the delay is highly variable under heavy loads

◦ The algorithm is stable for all windows ≤ B∆T , even 1 segment!

◦ The go-back-n problem: Under cumulative acknowledgments, if seg-
ment N is lost, and segment N + n − 1 has been sent, the sender has
to resend all n segments since N − 1

� The sender can’t slide the send window forward while waiting for a
lost segment to be ACKed

� This decreases the utilization of the pipe

� How to start the algorithm in such a way that one reaches the stable
steady state of a full pipe and self-clocked transmission?

◦ How to restart after segments are lost?
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TCP ROUND-TRIP TIME ESTIMATION (1)

• A bottleneck between sender and receiver really is not equivalent to a slow
receiver

� If the network is heavily loaded, a bottleneck router drops segments, in-
troduces highly variable delays, and may re-order segments

� A good estimator for the round-trip time (RTT) is essential

◦ RFC 793 suggests using the smoothed round-trip time, SRTT:

SRTT �→ α SRTT + (1 − α)RTT on each ACK

� RTT is measured from the most recently ACKed segment

� α is the low-pass-filter constant (α ≈ 0.9 per RFC 793)

� The estimated RTT is used in computing a time interval after which an
unacknowledged segment must be retransmitted (retransmission timeout
interval)

◦ Details on later slides
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TCP ROUND-TRIP TIME ESTIMATION (2)

• Improved algorithm for estimating the TCP RTT mean and variation (Van
Jacobson, SIGCOMM ’88 ):

� Form that resembles RFC 793:

MRTT �→ (1 − g)MRTT + g RTT (g = 1 − α)

where MRTT = estimated mean round-trip time and 0 < g < 1

� Rearranged forms for improved computation:

MRTT �→ MRTT
︸ ︷︷ ︸

prediction

+g0(RTT − MRTT
︸ ︷︷ ︸

error in RTT

)

MDEV �→ MDEV
︸ ︷︷ ︸

prediction

+g1(|MRTT − RTT| − MDEV
︸ ︷︷ ︸

error in MDEV

)

� Refinements for integer arithmetic:

◦ Use g0 = 2−m, g1 = 2−n (Jacobson used m = 3, n = 2)

◦ Compute and store 2mMRTT and 2nMDEV
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TCP RETRANSMISSION TIMEOUT (1)

• If the sender receives no acknowledgment for a transmitted segment within
the retransmission timeout interval, RTO, then the segment must be
retransmitted

• Exponential backoff is applied to successive retransmissions of the same seg-
ment until the segment is ACKed by the receiver or the
maximum value of RTO is exceeded

• Solaris 2.6 parameters:

� tcp rexmit interval initial = starting value of RTO
(default 3000 ms)

� tcp rexmit interval min = minimum value of RTO
(default 200 ms)

� tcp rexmit interval max = maximum value of RTO
(default 240000 ms)

� tcp abort interval = total time interval for all attempts
(default 480000 ms)
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TCP RETRANSMISSION TIMEOUT (2)

• RFC 793 suggests calculating RTO from the smoothed round-trip time,
SRTT, and the extreme permitted values of RTO:

RTO �→ min[RTOmax, max(RTOmin, β SRTT)]

� β is a delay variance factor, 1.3 ≤ β ≤ 2

� Because the delay is highly variable, β should not be a constant:

If ρ =
avg. arrival rate

avg. departure rate
, then MDEV ∝ 1

1 − ρ

� The mean deviation is not necessarily proportional to SRTT

� RFC 793’s algorithm overestimates RTO (under-utilizes bandwidth)



Performance of an RFC793 retransmit timer
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TCP RETRANSMISSION TIMEOUT (3)

• The retransmission ambiguity problem:

� When a sender receives an ACK for a segment after retransmission with
a longer RTO, does the ACK acknowledge the first or the second trans-
mission?

◦ The sequence and acknowledgment numbers are the same in the first
and second ACKs

• Karn’s algorithm (1987):

� When timeout and retransmission occur, one must not update the RTT
estimator using an ACK for a retransmitted segment

� The longer RTO used for a retransmitted segment must be used for the
next new segment transmitted



THE UNIVERSITY OF TEXAS AT DALLAS Erik Jonsson School of Engineering
and Computer Science 

c© C. D. Cantrell (11/1998)

TCP RETRANSMISSION TIMEOUT (4)

• Van Jacobson’s RTO algorithm (1988 and 1990):

RTO �→ MRTT + 4 MDEV

� Exponential backoff is applied to retransmission

◦ RTO is used for the first timeout interval

◦ The nth timeout interval is 2n× RTO, up to a cutoff time
tcp rexmit interval max in Solaris 2.6

• Fast retransmit algorithm (Jacobson, 1990; RFCs 1122, 2001):

� Receiver is required to ACK an out-of-order segment immediately

◦ Tells sender what sequence number is expected (RCV.NXT)

� Algorithm: If 3 or more ACKs of the same RCV.NXT are received, im-
mediately retransmit the segment that the receiver expects

◦ 2 ACKs of RCV.NXT could come from 2 swapped segments

◦ Algorithm fills the “hole” without emptying the pipe



Performance of a Mean+Variance retransmit timer
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TCP RETRANSMISSION TIMEOUT (5)

• Explanation of the factor of 4 in Jacobson’s algorithm for RTO:

� Most networks fall between two extreme categories:

◦ Bandwidth-dominated (RTT independent of window size)

◦ Delay-dominated: Changing window size by ΔW makes

Δ(RTT) ≈ ΔW

B

� If MDEV is due entirely to window size changes, then (at the end of
slow-start round i),

MDEVi = RTTi − RTTi−1 = RTTi/2

� To avoid spurious timeouts, need RTOi > RTTi+1:

RTOi = RTTi + w MDEVi =
(

1 +
w

2

)

RTTi > 2 RTTi = RTTi+1

� w = 4 is the smallest integer that works



THE UNIVERSITY OF TEXAS AT DALLAS Erik Jonsson School of Engineering
and Computer Science 

c© C. D. Cantrell (11/1998)

TCP HANDLING OF OUT-OF-ORDER SEGMENTS

• A receiving TCP may ACK received segments that fall in the window of
acceptability but are out of order (RFC 1122)

� Algorithm:

If SEG.SEQ �= RCV.NXT then send ACK(RCV.NXT)

where RCV.NXT = sequence number of last received contiguous octet,
plus 1

� For each new incoming out-of-order segment, the receiver ACKs RCV.NXT

� Out-of-order data must be ACKed immediately (no delay)

� ACKs of RCV.NXT after the first one are called duplicate ACKs

� Duplicate ACKs play an important role in the TCP fast retransmit algo-
rithm (see later slides)



0 1023 1024 2047 2048 3071 3072 4095

0 1023 2048 3071 3072 4095 1024 2047

TCP HANDLING OF OUT-OF-ORDER SEGMENTS

timetime

time

ACK 1024

In-order reception

Out-of-order reception

ACK 2048 ACK 3072 ACK 4096

ACK 1024 ACK 1024 ACK 1024 ACK 4096

segment 1� segment 2 segment 3 segment 4

segment 1� segment 3 segment 4 segment 2

duplicate ACKs

© C. D. Cantrell (03/1999)
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TIMERS AND RTT/RTO ESTIMATION

• There’s room for improvement in the Berkeley code

� All of the BSD releases through 4.4BSD use a 500-ms timer for all TCP
calculations, including RTT and RTO

◦ This timer is far too coarse for modern networks

◦ Integer arithmetic + a coarse timer = RTO with lots of jitter

� More modern TCPs use much more accurate timers
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FREQUENCY OF RTT MEASUREMENTS

• A signal processing problem exists if the RTT is measured once, or less than
once, per window (as may happen with retransmissions)

� Data at the packet arrival rate is being sampled at a much lower rate, the
window arrival rate (usually of order 1 RTT)

◦ Aliasing ⇒ frequency spectrum of computed RTT is wrong

◦ One result is spurious retransmissions

� RTTM (RFC 1323): Put a timestamp option in each segment

◦ The sender’s timestamp is echoed in the ACK
� Format of timestamp option:

+-------+-------+---------------------+---------------------+

|Kind=8 | 10 | TS Value (TSval) |TS Echo Reply (TSecr)|

+-------+-------+---------------------+---------------------+

1 1 4 4
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TCP SLOW START (1)

• Experiments show that if the sliding-window algorithm is not started prop-
erly, the result can be “congestion collapse”

� The mode in which segments are continually dropped and
retransmitted is stable (John Nagle, RFC 896)

• Data from Jacobson (1988) shows start of a 4.3 BSD TCP transfer (no
slow-start algorithm) over a 230 kb/s link in which the buffer size at the
bottleneck router was smaller than the send window size

� Vertical axis is both sequence number and kB

� Sender “dumps” more than B∆T bits into the network in each burst

� Note that some packets were transmitted 5 times

• Strategy: Probe aggressively for available bandwidth (“slow start”), then
fine tune (“congestion avoidance”)
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TCP SLOW START (2)

• Van Jacobson’s slow start algorithm:

� Add a congestion window size, tcp cwnd, to the TCP
connection’s state

◦ tcp cwnd is measured in units of the MSS

� When starting data transmission, or when restarting after a lost segment,
set

tcp cwnd = 1 MSS

� On each ACK without retransmission,

tcp cwnd �→ tcp cwnd + 1 MSS

� Set the send window to

Swind = min(tcp cwnd, SND.WND)

where SND.WND is the receiver’s advertised window
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TCP SLOW START (3)

• “Slow start” actually produces exponential growth in time

� It’s slow compared to injecting many segments all at once

• Operation (in steps of 1 RTT):

� Step 0: tcp cwnd = 1, send 1

� Step 1: ACK 1 segment, set tcp cwnd = 1 + 1 = 2, send 2

� Step 2: ACK 2 segments, set tcp cwnd = 2 + 2 = 4, send 4

◦ On first ACK, set tcp cwnd = 2 + 1 = 3

◦ On second ACK, set tcp cwnd = 3 + 1 = 4

� Step 3: ACK 4 segments, set tcp cwnd = 4 + 4 = 8, send 8

• Exponential growth quickly overruns the network’s capacity

� The network “signals” that it’s congested by dropping packets

� At this point, it’s important to take steps to avoid congestion

� Then fine tune the window size
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TCP SLOW START (4)

• Initial window size:

� RFC 2001 requires an initial window size of 1 MSS

� RFC 2414 (Sept. 98) suggests increasing the initial window to
between 2 and 4 MSS, with an upper bound of 4380 octets:

initial window size = min(4 MSS, max(2 MSS, 4380))

� Advantages of a larger initial window:

◦ If the initial window is one segment, a receiver that uses delayed ACKs
has to wait for a ∼ 200 ms timeout before sending an ACK

◦ If the initial window is at least two segments, the receiver will generate
an ACK after the second data segment arrives

◦ Reduced total transmission time for small amounts of data

◦ For connections that need large congestion windows, such as high-
bandwidth large-propagation-delay connections, a larger initial window
eliminates up to three RTTs and a delayed ACK timeout during the
initial slow start
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TCP CONGESTION AVOIDANCE (1)

• What happens when too many packets are injected in one RTT?

• Simple first-order model that leads to a useful design:

� Let L(t) be the router’s queue length at time t

◦ Let Li be the queue length at time ti = iT , where T ∼ RTT

� The rate at which the router’s queue length is changing is

dL

dt
= N − F

where N is the rate of arrival of packets and F is the rate at which packets
are being forwarded from the router

◦ If the rate of new arrivals greatly exceeds the router’s forwarding capa-
bilities, then N � F

◦ Under congested conditions, most arriving packets are
retransmissions:

N(ti) ≈
(γ − 1)Li−1

T
where 0 ≤ γ − 1 ≤ 1
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TCP CONGESTION AVOIDANCE (2)

• Rate-equation model, continued:

� The difference between the queue lengths at times ti and ti−1 is

Li − Li−1 =

∫ ti

ti−1

dL

dt
dt ≈ Ni−1T = (γ − 1)Li−1

(provided that the router is so congested that
dL/dt ≈ N(ti−1) ≈ (γ − 1)Li−1/T )

� The difference equation Li = γLi−1 is solved by

Li = γiL0 where 1 ≤ γ ≤ 2

� This implies exponential growth of the router’s queue under
extreme congestion (arrival of a large burst lasting more than 1 RTT)
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TCP CONGESTION AVOIDANCE (3)

• To combat exponential growth, we have to use exponential damping with a
decay constant that is at least as large as γ

• Van Jacobson’s congestion avoidance algorithm, part 1:

� If congestion is indicated (by 3 successive duplicate ACKs, which almost
certainly indicate a lost packet), set

tcp cwnd �→ 0.5 tcp cwnd

� This produces an exponential decrease if congestion persists

• Problem: This alone would make the maximum usable bandwidth at most
0.5 of the actual bandwidth

• Reference: RFC 2581 (April 1999)
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TCP CONGESTION AVOIDANCE (4)

• Van Jacobson’s congestion avoidance algorithm, part 2:

� Add a slow start threshold, ssthresh, to the TCP
connection’s state

� Initialize ssthresh to 65535 octets

◦ A better choice might be 0.5 B∆T for the common case

� If tcp cwnd ≤ ssthresh, execute slow start

� On sensing congestion, set

ssthresh = max(2, min(tcp cwnd, RCV.WND))

where RCV.WND = receiver’s advertised window size

◦ If congestion is indicated by a timeout, set tcp cwnd = 1 MSS (i.e.,
perform slow start)
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TCP CONGESTION AVOIDANCE (5)

• Problem: What if a dropped packet was just a rare occurrence? Must we
live with low bandwidth forever after?

• Van Jacobson’s congestion avoidance algorithm, part 3:

� On each ACK of new data, and if tcp cwind > ssthresh, either

◦ set

tcp cwnd (octets) �→ tcp cwnd +
(tcp mss)2

tcp cwnd
(octets) ,

◦ or set

tcp cwnd (octets) �→ tcp cwnd + tcp mss (octets)

• Part 3 makes tcp cwind grow linearly (step size≈ 1 MSS), because tcp cwind

is incremented by a fixed constant on each ACK of new data

• Reference: RFC 2581 (April 1999)
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TCP FAST RECOVERY

• Van Jacobson’s fast recovery algorithm:

� After fast retransmit sends the duplicate-ACKed segment, perform con-
gestion avoidance, not slow start

� Design reason for this algorithm: Receipt of duplicate ACKs tells TCP
that

1. A segment was lost

2. Data is still getting through to the receiver, so some usable
bandwidth is available



THE UNIVERSITY OF TEXAS AT DALLAS Erik Jonsson School of Engineering
and Computer Science 

c© C. D. Cantrell (03/1999)

JOINT IMPLEMENTATION
OF SLOW START AND FAST RECOVERY

1. Upon receipt of the third duplicate ACK:

(a) Set
ssthresh = max(2, 0.5 ∗ tcp cwnd)

(b) Retransmit the missing segment

(c) Because 3 segments have left the network, set

tcp cwnd = ssthresh + 3 ∗ MSS
2. Upon receipt of each subsequent duplicate ACK,

tcp cwnd �→ tcp cwnd + MSS

because yet another segment has left the network

3. On the next ACK of new data, set

tcp cwnd = ssthresh
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RANDOM EARLY DETECTION (RED) GATEWAYS (1)

• Network congestion avoidance is really a problem for routers

� The cause of congestion is full queues in the routers

� A properly designed and programmed router can keep track of its own
queue sizes, and can identify the sources that are contributing to conges-
tion

� Design guidelines:

◦ Compute average queue size using time constants that permit detection
of congestion that persists over several RTTs (i.e., average over short
bursts)

◦ “Mark” randomly selected packets from sources that are most con-
tributing to congestion

� “Mark” can equal “drop”
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RANDOM EARLY DETECTION (RED) GATEWAYS (2)

• General algorithm for RED gateways (Floyd and Jacobson):

for each packet arrival

calculate the maximum queue size avg
if minth ≤ avg < maxth

calculate probability pa

with probability pa:

mark the arriving packet

else if maxth ≤ avg
mark the arriving packet

• Definitions:

pb = max
p

avg − minth

maxth − minth

pa =
pb

1 − count · pb
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